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LLMs

ÅLLMs & chatbots took over the world

ÅHow do train those?
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All numbers are approximate from different open-source projects, especially LLaMA and DeepSeek and Kimi. 



General LLM training pipeline
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Pretraining
Predict next word on 

internet

Data: > 10T tokens
Time: months
Compute cost: > $10M
Bottleneck: data & comp.

Reasoning RL
Think on questions with  

objective answers

Data: ~1M problems
Time: weeks
Compute cost: > $1M
Bottleneck: RL env & hacks

Classic post-
training / RLHF
Max user utility & prefs

Data: ~100k problems
Time: days
Compute cost: > $100K
Bottleneck: data & evals

All numbers are approximate from different open-source projects, especially LLaMA and DeepSeek. 

Only for reasoning models

Eg LLaMA 3 Eg DeepSeek R1 Eg LLaMA-instruct

Still called post-training



LLM training pipeline
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ÅArchitecture

ÅTraining algorithm/loss

ÅData & RL env

ÅEvaluation

ÅSystems and infra to scale

What people 
have been 

focusing on 
until 2023

What 
matters in 
practice



LLM specializing pipeline
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Finetuning
Second stage of posttraining to 

domain specific data

Data: ~10k-100k problems
Time: days 
Compute cost: ~$10k-$100K
Bottleneck: data & evals

Prompting
Art of asking the model what you 

want

Data: 0
Time: hours
Compute cost: 0
Bottleneck: evals



Pretraining

Method

Data

Compute

 

 



Pretraining

ÅGoal: teach the model everything in the world

ÅTask: predict the next word 

ÅData: any reasonable data on internet

Å> 10T tokens (20-40T for llama 4, 15T for DSv3)

Å> 20B unique web pages

ÅKey since GPT-2 (2019)
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AR Language Models

ÅTask: predict the next word

ÅSteps:

1. tokenize

2. forward

3. predict probability of next token

4. sample

5. detokenize
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She likely prefers

dogs

Model

Inference only 1       2        3 
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A Simple Language Model: N -grams
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ÅHow can you learn what to predict? 

ÅEg how can you know what comes after the grass is 

ÅIdea: statistics!

ÅTake all occurrences of the grass is on Wikipedia

ÅPredicted probability for X is 

 P(X| the grass is) = Count(X| the grass is)/Count(the grass is)

ÅProblem: 

ÅYou need to keep count of all occurrences for each n-gram

ÅMost sentences are unique: this canŷt generalize

ÅSolution: neural networks
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https://lena-voita.github.io/nlp_course/language_modeling.html#intro 

Neural Language Models

https://lena-voita.github.io/nlp_course/language_modeling.html#intro
https://lena-voita.github.io/nlp_course/language_modeling.html#intro
https://lena-voita.github.io/nlp_course/language_modeling.html#intro


Pretraining

Method

Data

Compute

 

 



Pretraining Data
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Å Idea: use all of the clean internet

ÅNote: internet is dirty & not representative of what we want. Practice:

1. Download all of internet. Common crawl: 250 billion pages, > 1PB (>1e6 GB), WARC file

2. Text extraction from HTML (challenges: math, boiler plate, etc.)

3. Filter undesirable content (e.g. NSFW, harmful content, PII)

4. Deduplicates (url /document/line). E.g. all the headers/footers/menu in forums are always same

5. Heuristic filtering. Rm low quality documents (e.g. # words, word length, outlier toks, dirty toks) 

6. Model based filtering. Predict if page could be references by Wikipedia.

7. Data mix. Classify data categories (code/books/entertainment). Reweight domains using scaling 

laws to get high downstream performance.

Å Also: lr annealing on high-quality data, continual pretraining with longer context



Pretraining Data
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The FineWeb Datasets: Decanting the Web for the Finest Text Data at Scale

NSFW blocklist, mostly 
English, simple 

document filtering 
(repetition, length, etc)

200B -> 36B

Dedup for <100 docs
36B -> 20B

JS, len, lorem ipsum, {
36B -> 20B

Additional filters
20B -> 15B



Midtraining  data
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Å Continued pretraining to adapt the model to desired properties / higher quality data (<1T toks)

Å Data mix changes shifts: eg more scientific, coding, multilingual data

Å Longer context extension: bump (eg 4 Ą 128k for DSv3)

Å Desired formatting/instruction following

Å Higher quality data

Å Reasoning data

ÅŲ



Pre/mid training Data
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ÅCollecting well data is a huge part of practical LLM (~the key) 

ÅLot of research to be done!

ÅA lot of secrecy: 

ÅCommon academic datasets:

ÅClosed: LLaMA 2 (2T tokens), LLaMA 3 (15T tokens), LLaMA 4 (20-40T)

Å How do you process well and efficiently?

Å How do you balance domains?

Å Synthetic data?

ÅMulti -modal data?

Å Competitive dynamics Å Copyright liability

ÅC4 (150B tokens | 800GB) 

Å The Pile (280B tokens)

Å Dolma (3T tokens)

Å FineWeb (15T tokens)



Pretraining

Method

Data

Compute

 

 



Pretraining compute
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ÅEmpirically: for any type of data and model, the most important is how 

much compute you spend on training (data & size)

ÅYou can even predict performance with compute with scaling laws!

Scaling laws
[Kaplan+ 2020]

You can now do research at low 
scale and then predict how well it 
would hold at larger scale



Scaling laws: tuning
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ÅYou have 10K GPUs for a month, what model do you train?

ÅOld pipeline: 

ÅTune hyperparameters on big models (e.g. 30 models)

ÅPick the best => final model is trained for as much as each filtered out ones (e.g. 1 day)

ÅNew pipeline:

ÅFind scaling recipes (eg lr decrease with size)

ÅTune hyperparameters on small models of different sizes (e.g. for <3 days)

ÅExtrapolate using scaling laws to larger ones

ÅTrain the final huge model (e.g. >27 days)



Scaling laws for development
19

ÅQ: Should we use transformers or LSTM?

A: Transformers have a better constant and scaling rate (slope)

Scaling laws
[Kaplan+ 2020]



Scaling laws: eg  Chinchilla
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ÅQ: How do we optimally allocate training* resources (size vs data)?

Isoflop: 
vary tokens & 

parameters  

A: Use 20:1 tokens for each parameter (20:1)

*doesnŷt consider inference cost => in practice use larger (> 150:1) 

Chinchilla
[Hoffmann+ 2022]

Isoflop: 
vary tokens & 

parameters  

Best 
parameters 

for each 
isoflop

Best tokens 
for each 
isoflop



Bitter lesson
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ÅBitter lesson: models improve with scale & Mooreŷs Law 

 => Ÿonly thing that matters in the long run is the leveraging of computation.Ź 

      http://www.incompleteideas.net/IncIdeas/BitterLesson.html 

ÅDonŷt spend time over complicating: do the simple things and scale them!

Bitter [Sutton 2019]

Image from Gwern

http://www.incompleteideas.net/IncIdeas/BitterLesson.html
https://www.gwern.net/Scaling-hypothesis#if_slide_2


Training a SOTA model
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ÅExample of current SOTA: LLaMA 3 400B

  Data: 15.6T tokens   Parameters: 405B

Å FLOPs: 6NP = 6 * 15.6e12 * 405e9 = 3.8 e25 FLOPs 

Å Compute: 16K H100 with average throughput of 400 TFLOPS

Å Time: 3.8e25 / (400e12 * 3600) = 26M GPU hour / (16e3 * 24) =  70 days

Å Cost: rented compute + salary=~$2/h*26Mh = ~$52M 

Å Carbon emitted= 26Mh*0.7kW*0.24kg/kWh = 4400 tCO2eq

ÅNext model? ~10x more FLOPs

~2x less than executive order

~40 tok/param => train 
compute optimal

From paper: ~30M h 

$50-80M

~2k return tickets JFK-LHR
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Pretraining
Predict next word on internet

Data: > 10T words
Time: months
Compute cost: > $10M
Bottleneck: data & comp.

Examples:

Å DeepSeek v3

Å LLaMA 4



Post -training 

Method

Data

Compute

 

 



Language Modeling Í assisting users
25

ÅProblem: language modeling is not what we want



Classic PT / alignment / IF

ÅGoal: steer the model to be useful on real-world tasks 

ÅTask: maximize answer preferences of humans

ÅData: 5k-500k problems

ÅImportant since ChatGPT (2022)
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Reasoning

ÅGoal: teach the model to reason

ÅTask: answer correctly

ÅData: any hard task with verifiable 

answer

ÅImportant since o1(2024)
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Å Goal: test-time scaling

Reasoning
28



Post -training

Methods: 

    SFT

    RL

Data

Compute 



Eg task: òalignmentó
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ÅWe want LLM follows user instructions and designerŷs desires (eg moderation)

ÅBackground: 

Ådata of desired behaviors is what we want but scarce and expensive

Åpretraining data scales but  is not what we want 

ÅIdea: finetune pretrained LLM on a little desired data => Ÿpost-Źtraining

X



ÅIdea: finetune the LLM with language modeling of the desired answers

ÅHow do we collect the data? Ask humans 

Supervised finetuning (SFT)
31

Next word prediction ŸsupervisedŹ

OpenAssistant
[Kopf+ 2023]

This was the ~key to GPT3 -> ChatGPT model!



ÅProblem: human data is slow to collect and expensive

ÅIdea: use LLMs to scale data collection

Scalable data for SFT: eg  Alpaca
32

Started for academic replication of ChatGPT but Ÿsynthetic data generationŹ is now hot topic!

Alpaca
[Taori+ 2023]



ÅProblem: LLM-generated data ~assumes that you have a smarter LLM

ÅIdea: use rejection sampling based on verifiers

1. Temporary LLM generates many answers

2. Keep answer if itŷs correct (eg, passes test case), or preferred over others

Scalable data for SFT: eg  DeepSeek R1
33

Image from Jay Alammar

DeepSeek-R1
[DeepSeek-AI 2025]

https://newsletter.languagemodels.co/p/the-illustrated-deepseek-r1
https://newsletter.languagemodels.co/p/the-illustrated-deepseek-r1


ÅInstruction following 

ÅDesired format or style

ÅTool use [eg Kimi 2 or xLAM]

ÅEarly reasoning [eg DeepSeek R1]

ÅŲ anything where you can get good input, output pairsŲ

ÅSFT is either seen as a final stage or as a preparation for RL

What to learn during SFT
34



ÅSFT pipelines can use complex system to build useful SFT data

ÅEg Kimi K2 uses LLM simulated user & tools, and rubric based rejection sampling to 

build data for agentic tool use 

SFT pipelines can be complex: eg  Kimi k2
35

Kimi K2
[Kimi team 2025]

>3k >20k

Grounded for code



ÅYou learn quickly from SFT! ~ 10k are sufficient for learning style & IF

ÅJust learns the format of desired answers (length, bullet points, Ų)

Å The knowledge is already in the pretrained LLM => Specializes to one Ÿtype of userŹ

ÅDeepSeek-R1 uses ~800K examples for learning reasoning using R1-zero

Scalable data for SFT: quantity?
36

LIMA
[Zhou+ 2023]



Post -training

Methods: 

    SFT

    RL

Data

Compute 



ÅProblem: SFT is behavior cloning of humans 

1. Bound by human abilities : humans may prefer things that they are not able to generate

2. Hallucination : cloning correct answer teaches LLM to hallucinate if it didnŷt know about it!

3. Price: collecting ideal answers can be expensive

Reinforcement learning
38

If LLM doesnŷt know [Bivens 2013] => teaches the model to make up plausibly sounding references



Å Idea: maximize desired behavior rather than clone it

Å Read: DeepSeek R1 & Kimi K2

Å Key: where the reward comes from:

Å Rule-based rewards (eg string match for close-ended QA, or passing coding function)

Å Reward model trained to predict human preferences (RLHF)

Å LLM as a judge

Å Ų

Reinforcement learning
39

Kimi K2
[Kimi team 2025]

DeepSeek-R1
[DeepSeek-AI 2025]

Image from Jay Alammar

https://newsletter.languagemodels.co/p/the-illustrated-deepseek-r1
https://newsletter.languagemodels.co/p/the-illustrated-deepseek-r1


Reinforcement learning: DeepSeek R1
40

Image from Jay Alammar

https://newsletter.languagemodels.co/p/the-illustrated-deepseek-r1
https://newsletter.languagemodels.co/p/the-illustrated-deepseek-r1


DeepSeek R1 optimizes GRPO which uses MC estimates for computing the advantage

Similar loss for Kimi K1.5 & K2

Reinforcement learning: GRPO
41

DeepSeek-R1
[DeepSeek-AI 2025]



Å Sampling is an important bottleneck since you sample multiple outputs per problem

Å Infra is key, especially for agents: 

Å Long rollouts: Kimi pauses long tail rollouts

Å Environment feedback can be slow: Kimi uses concurrent rollouts & dedicated services for envs

RL: Infra is key
42

Kimi K2
[Kimi team 2025]Communication < 30 sec

Engines are collocated 

to avoid communication 

overhead



Å Idea: maximize human preference rather than clone their behavior

Å Made ChatGPT

Å Pipeline:

1. For each instruction: generate 2 answers from a pretty good model (SFT)

2. Ask labelers to select their preferred answers

3. Finetune the model to generate more preferred answers (PPO or DPO)

   How?

RL from Human Feedback (RLHF)
43

Instruction



RLHF: gains
44

Learn to summarize
[Stiennon+ 2020]

AlpacaFarm
[Dubois+ 2023]

Pretrain

PPO  DPO

SFT



ÅData: human crowdsourcing

RLHF: human data
45

guidelines

example



Pretrain Posttrain

LLM Opinions
[Santurkar+ 2023]

Long way to go
[Singhal+ 2024]

ÅSlow & expensive

ÅHard to focus on correctness rather than form (eg length)

ÅAnnotator distribution shifts its behavior

ÅCrowdsourcing ethics

RLHF: challenges of human data
46



ÅIdea: replace human preferences with LLM preferences

RLHF: LLM data
47

AlpacaFarm
[Dubois+ 2023]

Works surprisingly well!



Evaluation

Close-ended

Open-ended



Importance of evaluation in AI

49

Quantify progress towards desired task to:

Identify 
improvements

Select 
models

Decide if 
production ready



Close -ended Evaluation
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ÅIdea: few possible answers =>automate verification

ÅEg MMLU 

MMLU
[Hendrycks+ 2020]



Evaluation: challenges
51

ÅSensitivity to prompting/inconsistencies



Evaluation: challenges
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ÅSensitivity to prompting/inconsistencies

ÅTrain & test contamination (~not important for development)



Evaluation

Close-ended

Open-ended



ÅHow do we evaluate something like ChatGPT?

ÅChallenges:

ÅLarge diversity 

ÅOpen-ended tasks => hard to automate

ÅIdea: ask for annotator preference between answers

Evaluation: aligned LLM
54

InstructGPT
[Ouyang+ 2022]


